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∙ GNNs improve AMR diagnosis accuracy 

by up to 21.31 % compared to patch-

wise models.

∙ Multi-compartment graphs yield 

89.53 % biopsy-level accuracy on AMR.

∙ Fully automated pipeline enables large-

scale WSI analysis with minimal expert 

input.
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A B S T R A C T

Antibody-mediated rejection (AMR) is a leading cause of kidney transplant failure, requiring accurate histopatho-

logical assessment for diagnosis. This study evaluates graph-based deep learning models for AMR classification 

using periodic acid–Schiff (PAS)-stained whole slide images (WSIs), with the aim of improving diagnostic accu-

racy and reproducibility. A multi-institutional dataset of 1193 WSIs from 348 patients was used, where glomeruli, 

arteries, and cortical tubulointerstitial regions were segmented via deep learning and represented as nodes in 

graph-structured data. Feature extraction was performed using both supervised and self-supervised methods, and 

classification was conducted with four graph neural network (GNN) architectures: Graph-Transformer, and the 

novel SimpleGCN, DenseGCN and SimpleGAT. Patch-wise convolutional and transformer-based classifiers served 

as baselines. All models were evaluated at both the WSI and biopsy levels using stratified five-fold cross-validation. 

GNN-based models consistently outperformed patch-wise baselines, with the best glomeruli-only GNN achieving 

a 5.34 % improvement in WSI-level accuracy (71.00 %) over the strongest baseline. Incorporating additional 

compartments (arteries and cortex) further improved accuracy to 86.97 % at the WSI level and 89.53 % at the 

biopsy level, with statistically significant gains confirming the additive value of multi-compartment modeling. 

Performance varied across feature extractors and graph configurations, underscoring the complexity of opti-

mizing computational pipelines for AMR diagnosis. Overall, graph-based modeling substantially enhances AMR 

diagnostic performance over conventional approaches, enabling scalable, low-cost and reproducible workflows 

with minimal expert input. These findings demonstrate the potential of GNNs to support nephropathologists in 

delivering more consistent and reliable diagnoses, with future work needed to refine feature representations and 

integrate multimodal data for broader clinical utility.
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1. Introduction

Antibody-mediated rejection (AMR) remains a leading cause of late 

kidney allograft failure [1,2]. Its diagnosis, as defined by the domi-

nant [3] Banff Classification, involves a complex set of rules integrating 

histopathological findings in the current transplant biopsy, previous 

biopsies, and immunogenetic test data for donor-specific anti-human 

leukocyte antigen (HLA) antibodies and antibodies against non-HLA 

antigens expressed on donor endothelium [4]. Relevant histopatho-

logical criteria for AMR include glomerulitis, peritubular capillari-

tis, transplant glomerulopathy, severe peritubular capillary basement 

membrane multilayering, endarteritis, C4d positivity and thrombotic 

microangiopathy after exclusion of any other cause. Although acute 

tubular damage is also among the Additional Diagnostic Parameters 

(ADPs) used for the diagnostic subcategories of antibody-mediated dam-

age (Diagnostic Category 2), it is not used for any AMR diagnostic 

subcategory in a strict sense [4]. Unfortunately, inter-observer vari-

ability remains substantial even among expert nephropathologists [5]. 

Although the complex set of diagnostic rules for AMR might contribute 

to this variability, the main problem is likely the variability in scoring 

the crucial lesions and ADPs.

Recent advances in artificial intelligence (AI) and computational 

pathology have opened new possibilities for more accurate, reproducible 

and efficient diagnostic methodologies. Computational pathology lever-

ages machine learning and deep learning algorithms to analyze digitized 

histopathological images, known as whole slide images (WSIs), thereby 

automating diagnostic workflows through advanced image analysis. 

Beyond diagnostic classification, digital pathology facilitates telepathol-

ogy, education and research data sharing [6].

Several studies have applied deep learning to classify renal biopsy 

images into rejection and non-rejection categories. For example, [7] 

used data augmentation and DenseNet-121 [8] for binary classification, 

and later leveraged set transformers to distinguish AMR from non-AMR 

in glomerular images [9,10]. In a broader classification setting, [11] 

applied convolutional neural networks (CNNs) to full biopsies stained 

with various techniques to categorize them as normal, rejection (with-

out subclassifying into Borderline, AMR or T cell-mediated rejection) or 

other pathologies. These studies highlight the versatility of deep learning 

approaches for nephropathological image analysis. Compared to tran-

scriptomics, image-based approaches are more cost-effective and can 

be applied directly to routine paraffin sections and their corresponding 

WSIs.

Despite these advances, most existing methods operate on isolated 

sub-images or patches, which are processed independently due to the 

gigapixel resolution of WSIs and corresponding hardware constraints. 

However, this patch-wise analysis neglects the complex tissue archi-

tecture and global spatial relationships that are essential for accurate 

diagnosis. In contrast, expert nephropathologists evaluate biopsies by in-

tegrating findings from multiple WSIs (serial sections), immunostaining, 

transmission electron microscopy and clinical information (including 

prior biopsies) to provide a comprehensive diagnosis. This process con-

siders the complex relationships between various tissue compartments, 

such as glomeruli, arteries, arterioles and peritubular capillaries (PTCs).

To overcome the limitations of patch-based approaches, graph-based 

tissue representations have emerged as a powerful alternative. While 

traditional methods model local relationships using grid-based represen-

tations with fixed neighborhood topology, graphs offer a flexible data 

structure where the neighbors of a node are unordered and variable in 

size [12]. This ability to model unstructured data has gained attention 

in computational pathology, where cell-, patch- or region-level features 

are used as nodes, and edges are defined based on distance or similarity 

measures [13]. This advanced representation allows for the integra-

tion of both local and global spatial contexts, and inter-compartment 

relationships.

Accurate AMR diagnosis, per the Banff guidelines, often requires 

a combination of staining techniques and imaging modalities, such

as immunofluorescence for C4d detection, immunohistochemistry on 

paraffin-embedded tissue and electron microscopy for detailed ultra-

structural analysis [14]. Additional stains such as hematoxylin-eosin 

(H&E), trichrome-elastic, Jones or methenamine silver, and Congo red 

may be necessary to identify specific pathological features or rule out 

concurrent conditions. However, such techniques are often unavailable 

in routine practice due to cost, limited infrastructure or technical ex-

pertise. To address this challenge, our study focuses solely on periodic 

acid-Schiff (PAS)-stained WSIs, a widely available and cost-effective 

staining technique that highlights key histological structures relevant 

to AMR diagnosis.

The objective of this study is to evaluate the efficacy of deep learn-

ing and graph-based models for AMR diagnosis using only PAS-stained 

WSIs. We compare conventional CNN and transformer-based architec-

tures with graph neural networks (GNNs) that incorporate glomeruli, 

arteries and cortical tubulointerstitial (TI) tiles as nodes. Rather than 

proposing new GNN architectures, our contribution lies in adapting ex-

isting models to clinically meaningful graph representations aligned 

with Banff-relevant compartments, and systematically assessing their 

impact on diagnostic accuracy. To the best of our knowledge, this is 

the first application of graph-based deep learning to AMR classification 

using multi-compartment tissue graphs derived from histopathology. By 

exploring alternative graph construction strategies and GNN variants, 

we demonstrate the translational potential of graph-based models to im-

prove diagnostic performance and inter-observer reproducibility in AMR 

classification.

2. Materials

A cohort with 1,193 PAS-stained WSIs, originating from 348 biop-

sies, was used for this study. These images were originally acquired for 

clinical purposes at four institutions: the Cologne University Hospital, 

the Lille University Hospital, the Milan Ca’ Granda Ospedale Maggiore 

Policlinico and the Istanbul Koç University School of Medicine. The au-

thors were not involved in data collection and received the dataset in 

fully anonymized form, with no associated patient identifiers or meta-

data. This cohort includes adversarial samples such as accommodation, 

defined as a stable transplant without rejection despite the presence of 

donor-specific antibodies (DSAs), transmitted, recurrent and de novo dis-

eases. The biopsies without AMR (non-AMR) were balanced for Banff 

Category 3 and 4 diagnoses (Borderline and T cell-mediated rejection 

infiltrates) which often accompany AMR. Each WSI was assigned the 

biopsy-level label of its source biopsy. Biopsies were classified according 

to the Banff 2022 criteria [4].

Glomeruli were automatically segmented using the GNCnn QuPath 

extension [15,16], which employs a Cascade Mask R-CNN [17] with a 

ResNet-50 [18] backbone. On the test set, this model achieved an AP 50 

of 

0.720 and a Dice coefficient of 0.807. Post-processing involved filtering 

with two Swin-T (Tiny) [19] models: one distinguishing glomeruli from 

non-glomeruli (balanced accuracy 0.999 on the test set), and another 

classifying glomeruli as sclerosed or non-sclerosed (balanced accuracy 

0.985 on the test set). Only non-globally sclerosed, verified glomeruli 

were retained, yielding 15,430 glomeruli. Each was cropped at the 

highest magnification with 300 pixels of padding.

To investigate whether incorporating additional histological struc-

tures improves classification, we also segmented arteries and cortical TI 

tissue. Arteries were segmented using a U-Net [20] with a ResNet-34 

backbone, achieving a Dice coefficient of 0.716 on the test set. Cortex 

regions were extracted via DeepLabv3+ [21], also using ResNet-34, 

achieving a Dice coefficient of 0.891 on the test set. Both models were 

trained on 526 WSIs from 79 biopsies and validated on 158 WSIs from 

26 biopsies, all comprising multiple stainings (PAS, Jones, trichrome-

elastic, H&E). Arteries were cropped with 300-pixel padding, and cortex 

regions were divided into non-overlapping 300-micron tiles, both at the 

highest magnification. Representative examples of PAS-stained crops 

used to build the graphs are presented in Fig. 1, including glomeruli,
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Fig. 1. Example PAS-stained crops used to construct WSI graphs. Each row shows one tissue compartment (glomeruli, arteries, or cortical TI tiles), with columns 

comparing AMR and non-AMR cases. All examples were automatically segmented and cropped from different biopsies.

Table 1 

Distribution of images in the full cohort and first fold used for cross-validation, including glomerular and 

arterial crops, and cortical TI tiles. Glomeruli-only models use only the first three columns. The full dataset 

is stratified by AMR label and partitioned into training, validation and test subsets at the biopsy level.

Set Subset Label Biopsies WSIs Glomeruli Arteries Cortical TI tiles

Full cohort All Non-AMR 178 572 7,298 1,528 30,088

AMR 170 621 8,132 1,785 35,698

Total 348 1,193 15,430 3,313 65,786

First fold Training Non-AMR 109 356 4,407 883 17,789

AMR 105 369 5,059 1,177 22,487

Total 214 725 9,466 2,060 40,276

Validation Non-AMR 34 123 1,537 443 6,810

AMR 32 133 1,556 352 7,492

Total 66 256 3,093 795 14,302

Test Non-AMR 35 93 1,354 202 5,489

AMR 33 119 1,517 256 5,719

Total 68 212 2,871 458 11,208

arteries and cortical TI tiles from both AMR and non-AMR biopsies. 

All examples were automatically segmented and selected from different 

patients.

All experiments were performed using stratified five-fold cross-

validation. For each fold, three subsets were used for training, one 

for validation and one for testing. Fold assignment was stratified by 

both AMR class and institution, and conducted at the biopsy level 

to prevent data leakage. That is, all crops originating from a given 

biopsy (glomeruli, arteries or cortex) were assigned to the same fold. 

Table 1 summarizes the class distributions of the full cohort and its 

first cross-validation fold, including glomeruli, arteries, and cortical 

TI tiles.

For a preliminary assessment, we selected a subset of 87 WSIs from 

different biopsies, manually annotated by an expert nephropathologist 

(JUB). This “mini-dataset” excluded adversarial cases (accommodation, 

transmitted, recurrent and de novo diseases) and served to evaluate 

model behavior in a controlled setting. Details on its composition and 

representative images are provided in the Supplementary Table S1.1 

and Figure S1.1. The partitioning of the mini-dataset is shown in 

Supplementary Table S1.2.

3. Methods

Several deep learning classification architectures were used, follow-

ing two approaches. First, CNNs and transformers were used to classify 

glomerular crops individually. Second, WSIs were represented as graphs 

with glomeruli as nodes, and GNNs were used to classify each WSI. 

Finally, the graphs were enhanced by incorporating arteries and cor-

tical TI tiles as additional nodes alongside glomeruli, and the same 

GNN classifiers were used to evaluate their impact on classification 

performance.

3.1. Baseline classification models

Four state-of-the-art architectures were used to classify glomeru-

lar crops: ConvNeXt [22], Swin Transformer [19], DeiT [23] and 

EfficientNet [24]. Below are their general characteristics and training 

hyperparameters.

• ConvNeXt [22]. CNN architecture that incorporates improvements

based on vision transformers. The version used in this work is 

ConvNeXt-B (Base).
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The model was pretrained on ImageNet-1 K and subsequently 

retrained using the glomeruli dataset with the following hyperpa-
−4rameters: Optimizer AdamW, Initial learning rate 1.25×10  

 , Weight 

decay 0.05,  

 𝜖10 

−8, 𝛽 1 0.9, 𝛽 2 0.999, Learning rate policy: Cyclic with

cosine annealing, Warm-up epochs 20, Warm-up type: Linear, Warm-

up rate 0.001, Minimum learning rate 0.01, Maximum number of 

epochs 300 and Batch size 128.

• Swin Transformer [19]. Uses a sliding window mechanism that al-

lows for better capture of local and global features, as well as 

improving the efficiency and scalability of transformers. The version 

used in this work is Swin-T.

The model was pretrained on ImageNet-1 K and subsequently 

retrained using the glomeruli dataset with the following hyperpa-
−5rameters: Optimizer AdamW, Initial learning rate 6.25×10  

 , Weight 

decay 0.05,  

 𝜖10 

−8, 𝛽 1 0.9, 𝛽 2 0.999, Learning rate policy: Cyclic with

cosine annealing, Warm-up epochs 20, Warm-up type: Linear, Warm-

up rate 0.001, Minimum learning rate 0.01, Maximum number of 

epochs 300 and Batch size 64.

• DeiT [23]. A compact vision transformer optimized for data-efficient

training, using a distillation strategy to improve performance with 

limited supervision. The version used in this work is DeiT-S (Small).

The model was pretrained on ImageNet-1 K and subsequently 

retrained using the glomeruli dataset with the following hyperpa-

rameters: Optimizer AdamW, Initial learning rate 5 × 10 

−4 , Weight 

−8decay 0.05, 𝜖10  

 , 𝛽 1 0.9, 𝛽 2 0.999, Learning rate policy: Cyclic with

cosine annealing, Warm-up epochs 20, Warm-up type: Linear, Warm-

up rate 0.001, Minimum learning rate 0.01, Maximum number of 

epochs 300 and Batch size 512.

• EfficientNet [24]. CNN family designed with compound scaling of

depth, width and resolution to balance accuracy and efficiency. The 

version used in this work is EfficientNet-B3.

The model was pretrained on ImageNet-1 K and subsequently 

retrained using the glomeruli dataset with the following hyperpa-

rameters: Optimizer SGD, Initial learning rate 0.05, Momentum 0.9, 

Weight decay 1.0 × 10 

−4 , Learning rate policy: Step (steps at epochs 

30, 60, 90), Maximum number of epochs 100 and Batch size 128.

For all four models, input images were resized to 224 × 224 pix-

els and normalized using the ImageNet mean and standard deviation. 

Two data augmentation policies were used (RandAugment [25] and 

RandomErasing [26]), except for EfficientNet, where no augmentations 

were applied. The models were also retrained on the expanded dataset 

including arterial crops and cortical TI tiles, since Swin Transformer was 

also used as a feature extractor. For this task, a multi-label learning ap-

proach was adopted, assigning each sample a binary label representing 

both diagnosis and compartment type. Due to the larger dataset, hy-

perparameters were adjusted to improve computational efficiency while 

preserving performance. Training epochs were reduced to 100 for both 

models; for Swin Transformer, the batch size was increased to 256 and 

the initial learning rate was set to 2.5 × 10 

−4 .

3.2. Graph construction

To apply graph-based methods, data must be formalized as a graph. A 

graph is a pair G = (V , E), where V is the set of nodes and E ⊆ V ×V is the

set of edges. Given a node 𝑣 ∈ V ,  

 

the edge 𝑒 = (𝑣 ∈ 

 

, 𝑣 E 

 

) connects to𝑖  it𝑖𝑗 𝑖 𝑗  

node 𝑣 .𝑗  The neighborhood of 𝑣 is𝑖  

 

defined as N (𝑣 𝑖         

×
 

) = {𝑣 ∈ V |𝑗 (𝑣𝑖 

, 𝑣𝑗 

) ∈
E}. The adjacency matrix 𝐀 ∈ {0, 1}𝑛 𝑛 satisfies 𝐀𝑖𝑗 = 1 if 𝑒 𝑖𝑗    

 

∈ E , and
𝐀 𝑖𝑗 

= 0 otherwise.

In the context of WSI analysis, graphs are typically constructed by 

dividing images into patches or downsampled feature maps, with each 

region treated as a node, as in Vision GNN [27]. This patch-based de-

sign is also common in transformer-based vision models. Our approach 

departs from this paradigm by explicitly modeling each WSI as a graph 

of biologically meaningful regions. Rather than assigning the WSI-level 

diagnosis to individual crops (a strategy that may introduce noise by 

mislabeling structures), we classify the entire WSI graph directly. This

strategy is designed to more closely mimic the diagnostic workflow of a 

pathologist, who evaluates the entire slide rather than isolated regions.

Constructing such a graph, however, introduces new challenges. 

Representing each node as a full image crop (e.g., a glomerulus) in-

creases input dimensionality and computational complexity. Moreover, 

GNNs are inherently expensive due to message-passing operations that 

aggregate features from neighboring nodes [28]. To mitigate this, we 

reduce the dimensionality of each crop before graph construction.

By modeling the spatial and morphological interactions among dis-

tinct tissue compartments, our method supports a more comprehensive 

and context-aware classification. In contrast to previous work that relies 

on dense tiling of the entire WSI [29,30], we construct graphs using only 

regions of interest (glomeruli, arteries, and cortical TI tiles). These were 

chosen because they are diagnostically relevant to AMR and can be seg-

mented with sufficient reliability. This targeted selection also improves 

inference efficiency, which is critical for real-world deployment.

By modeling the spatial and morphological interactions among dis-

tinct tissue compartments, our method supports a more comprehensive 

and context-aware classification. In contrast to previous work that re-

lies on dense tiling of the entire WSI [29,30], we construct graphs using 

only regions of interest (glomeruli, arteries, and cortical TI tiles). These 

compartments are central to Banff scoring and can be segmented with 

sufficient reliability.

Glomeruli and arteries are represented in several AMR-related Banff 

Lesion Scores and ADPs. Although AMR-related lesions may also occur 

in arterioles, they contribute comparatively little additional diagnostic 

information for AMR. PTCs, while diagnostically important, are diffusely 

distributed across the cortex and can be difficult to annotate in cases of 

interstitial fibrosis or dense infiltrates, which are sometimes observed in 

AMR biopsies.

We therefore represented PTCs indirectly by including cortical TI 

tiles, which capture both PTCs (Banff ptc Lesion Score) and interstitial 

lesions (i score) in context. This choice is also consistent with the Banff 

Classification, which explicitly discounts some peritubular capillaritis 

toward a diagnosis of AMR in the presence of tubulointerstitial infiltrates 

(Banff i and t), represented in the cortical TI tiles rather than in PTCs 

themselves. Finally, explicitly modeling PTCs would introduce hundreds 

of additional nodes per WSI, which would come at a substantial compu-

tational cost. This targeted compartment selection therefore balances 

diagnostic relevance with segmentation reliability and computational 

efficiency, which is critical for real-world deployment.

On average, each WSI includes 13 glomeruli, 3 arteries and 56 cor-

tical TI tiles. We first constructed graphs using only glomeruli, where 

all nodes are fully connected. We then extended the graph to include 

arterial crops and cortical TI tiles, providing additional contextual in-

formation. Since arteries are comparatively sparse and segmented with 

lower reliability, and cortical TI tiles are abundant but often contain 

diffuse or uninformative tissue, we employed two distinct graph con-

struction strategies to stabilize information and reduce noise, described 

below. While these decisions were primarily computational, they are 

also consistent with real-life diagnostics, where the diagnosis of AMR, 

including its activity and chronicity, relies heavily on glomerular pathol-

ogy because of the high prevalence of alterations in this compartment 

and the diagnostic algorithms of the Banff Classification [4].

3.2.1. Hub-based graphs

Hubs are usually defined as high-degree nodes in the literature, al-

though they are not formally defined in graph theory. An alternative

characterization by Walsh [31] defines a hub set U ⊂ V in a graph

G such that any two nodes outside U are connected by a path whose

internal vertices lie in U .

In GNNs, node embeddings are updated by aggregating features 

from neighbors. We hypothesize that structuring graphs with hubs as 

intermediaries can concentrate information flow through the hub set. 

Consistent with the rationale outlined above, we designated glomeruli 

as hubs, since they are relatively scarce compared to cortical TI tiles,
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Algorithm 1 Hub-based graph construction.

Require: Glomeruli V 𝑔 = {𝑔1  

, 𝑔 2 

,… , 𝑔 𝑛 

}, other structures V 𝑠 =
{𝑠 1 

, 𝑠 2 

,… , 𝑠 𝑚 

}, integer 𝑘 

Ensure: Graph G = (V , E)
1: V ← V 𝑔 

∪ V 𝑠 

, E ← ∅
2: for (𝑔𝑖 , 𝑔 𝑗 ) ∈ V 𝑔 × V 𝑔 

, 𝑖 ≠ 𝑗 do

3: E ← E ∪ {(𝑔𝑖  

, 𝑔 𝑗 )}
4: end for 

5: for 𝑠 ∈ V do𝑠  

6: N𝑘 (𝑠) ← k nearest neighbors of 𝑠 in V 𝑔 

7: for 𝑔 ∈ N𝑘 (𝑠) do 

8: E ← E ∪ {(𝑠, 𝑔), (𝑔, 𝑠)} 

9: end for 

10: end for 

11: return G = (V , E)

more reliably segmented than both arteries and cortical TI tiles, and di-

agnostically central. By routing message passing through glomeruli, this 

strategy aims to reduce the risk that noisy or redundant nodes domi-

nate the graph, while still allowing contextual information from arteries 

and cortex to contribute. Moreover, GNNs often perform better on high-

degree nodes than low-degree nodes [32], which further supports this 

design choice.

Algorithm 1 describes the construction of hub-based graphs, where 

glomeruli are connected to each other, and the rest of structures are con-

nected to their 𝑘 nearest glomeruli. Experiments were conducted with 

𝑘 = {1, 2, 3} to determine the optimal value. In addition, Fig. 2 shows 

examples of hub-based graphs for different values of 𝑘.

3.2.2. Edge-weighted graphs

Incorporating edge weights into the graph representation allows us to 

encode spatial and structural information directly into the graph topol-

ogy. For our tissue graph-based model, we propose a weighted graph 

design where edge weights reflect both the relative Euclidean distance 

between nodes and a relative weighting of node types. Each node is con-

nected to all the others and the weight 𝑒  

 

of an edge𝑖𝑗   between two nodes

𝑣 𝑖 

and 𝑣 is defined as:𝑗

𝑒 𝑖𝑗 

=

⎧

⎪ 

⎨

⎪ 

⎩ 

0, if 𝑖 = 𝑗,

𝜆𝑖𝑗 

( 

1 − 

𝑑 𝑖𝑗
𝑑 max

) 

if 𝑖 ≠ 𝑗, 

(1)

where 𝑑𝑖𝑗 is the Euclidean distance in pixels between 𝑣 and ,𝑖  𝑣𝑗  

  

𝑑max = 

max ≠ 𝑑 

 

is the𝑖 𝑗 𝑖𝑗   maximum pairwise distance in the graph and 𝜆 𝑖𝑗   

 

is a

structural importance factor reflecting the relative influence of the edge

(𝑣 𝑖 

, 𝑣 𝑗 ). The factor 𝜆 𝑖𝑗 

is defined as:

𝜆 𝑖𝑗 

=

⎧

⎪

⎨

⎪

⎩

1, if 𝑣 𝑖 

, 𝑣 𝑗 ∈ V 𝑔 

,
𝛼, if 𝑣 𝑖 

, 𝑣 𝑗 ∉ V 𝑔 

, 

1+𝛼
2 , otherwise,

(2)

where V 𝑔 is the set of glomerular nodes and 𝛼 ∈ (0, 1] is the rela-

tive importance of non-glomerular structures. This scheme prioritizes 

glomeruli in the message-passing process, in line with the diagnostic and 

computational considerations described above. This weighting reduces 

the relative influence of abundant cortical TI tiles and sparse arteries. 

To determine the optimal value of 𝛼, we conducted experiments with 

𝛼 = {0.15, 0.3, 0.5}.
Fig. 3 presents a comparative visualization of the different graph 

construction techniques applied to four WSIs from the dataset, each 

acquired from a different institution. To improve the clarity of the vi-

sualizations, a variant of the kernel density estimation edge-bundling 

algorithm [33] was employed. This technique reduces visual clutter 

by aggregating spatially proximate and directionally similar edges into 

smooth bundles, thus highlighting the underlying graph structure and 

minimizing the visual complexity caused by densely connected edges.

3.2.3. Ablation study for multi-compartment graphs

To assess whether incorporating additional tissue compartments 

(arterial crops and cortical TI tiles) via hub-based or edge-weighted ap-

proaches led to statistically significant changes in classification accuracy 

over glomeruli-only graphs, we conducted a structured ablation study. 

This was performed separately for each feature extractor, with hub-

based and edge-weighted graphs analyzed independently. The following 

six paired comparisons were evaluated per feature extractor:

1. Glomeruli-only vs. Glomeruli + Arteries (hub-based).

2. Glomeruli-only vs. Glomeruli + Arteries (edge-weighted).

3. Glomeruli-only vs. Glomeruli + Cortex (hub-based).

4. Glomeruli-only vs. Glomeruli + Cortex (edge-weighted).

5. Glomeruli-only vs. Glomeruli + Arteries + Cortex (hub-based).

6. Glomeruli-only vs. Glomeruli + Arteries + Cortex (edge-weighted).

Let 𝐴 glom 

(𝑖) denote the classification accuracy of feature extractor-

classifier pair 𝑖 using glomeruli-only graphs and 𝐴 enriched 

(𝑖) the accuracy 

for the enriched graph. We define the paired accuracy difference:

Δ𝐴(𝑖) = 𝐴 enriched 

(𝑖) − 𝐴 glom 

(𝑖). (3)

To test for statistical significance, we first evaluated normality of 

Δ𝐴(𝑖) using the Shapiro–Wilk test [34]. The Shapiro–Wilk test calcu-

lates a statistic that compares the sample distribution of Δ𝐴(𝑖) to an 

ideal normal distribution. The null hypothesis 𝐻 is𝑜   

 

that Δ𝐴(𝑖) is nor

mally distributed; if 𝑝 > 0.05, we fail to reject 𝐻 0 

and proceed with a

-

Fig. 2. Examples of hub-based graphs. Glomeruli are red, arteries are green and cortical TI tiles are blue.
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Fig. 3. Examples of graphs across different methods and sites. Each row is a WSI acquired from a different site.

parametric test. Otherwise, a non-parametric test is used. Depending on 

the result, we applied one of two paired tests:

1. Paired t-test. If the normality assumption is satisfied, we test:

𝐻 0 ∶ 𝜇 Δ𝐴 = 0,

𝐻 1 ∶ 𝜇 Δ𝐴 ≠ 0,
(4)

where 𝜇 Δ𝐴 

is the theoretical mean of paired differences. The test 

statistic is:

𝑡 = 

Δ𝐴
𝑠 Δ ∕ 

√ 

𝑛
, (5)

𝐴

where Δ𝐴 is the sample mean, 𝑠 Δ is the𝐴    

 

standard deviation and 

𝑛 is the number of pairs.

2. Wilcoxon signed-rank test [35]. If the normality assumption is

violated, we test:

𝐻 0 ∶ Median(Δ𝐴) = 0,

𝐻 1 ∶ Median(Δ𝐴) ≠ 0. 

(6)

The test ranks the absolute values of Δ𝐴(𝑖), then sums ranks 

of positive and negative differences. The smaller sum is the test 

statistic.

To quantify effect size, we computed Cohen’s 𝑑 = Δ𝐴∕𝑠 Δ𝐴 

[36]. 

A positive 𝑑 implies improvement, while negative indicates a decline. 

Following [36], we interpret |𝑑| < 0.2 as a small effect, 0.2 ≤ |𝑑| < 0.5 

as medium, 0.5 ≤ |𝑑| < 0.8 as large and |𝑑| ≥ 0.8 as very large.

3.3. Node representation and dimensionality reduction

To reduce the dimensionality of each node, several deep learn-

ing methods were employed to extract relevant features. The resulting 

feature vectors, together with an adjacency matrix, define a graph.

The architectures used as feature extractors, along with their main 

characteristics and training hyperparameters, are summarized below:

• Swin Transformer [19]. The model was trained with the glomeruli

dataset as explained in Section 3.1. The linear classifier head is re-

moved, hence producing a vector of 768 features. This model is 

the best-performing baseline classification model, as will be demon-

strated later in Section 4.
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• Masked autoencoders (MAE) [37]. Encoder–decoder architecture

that follows a self-supervised learning approach. The main idea is to 

mask random patches of the input image and reconstruct the missing 

pixels. The encoder is a ViT-B (Base) [38].

The model was pretrained on ImageNet-1 K and subsequently 

retrained using the glomeruli dataset with the following hyperpa-
−4rameters: Optimizer AdamW, Initial learning rate 1.5 × 10  

 , Weight 

decay 0.05, 𝜖 10−8 

 , 𝛽1 0.9, 𝛽2  

0.95, Learning rate policy: Cyclic with

cosine annealing, Warm-up epochs 40, Warm-up type: Linear, Warm-

up rate 10 

−4 , Minimum learning rate 0, Maximum number of epochs 

300 and Batch size 256. After training, the decoder module was 

removed and 768-dimensional feature vectors were extracted via 

average pooling (excluding the cls token).

• SimCLR [39]. Framework for contrastive learning of visual rep-

resentations. It learns representations by maximizing agreement 

between differently augmented views of the same data example via 

a contrastive loss in the latent space. Therefore, it consists of 4 com-

ponents: a data augmentation module, an encoder (ResNet-50 [18]), 

a projection head and a contrastive loss function. 

The model was pretrained on ImageNet-1 K and subsequently

retrained using the glomeruli dataset with the following hyperpa-

rameters: Optimizer LARS, Initial learning rate 0.075 × 

√ 

128, Weight 

decay 10 

−6 , Momentum 0.9, Learning rate policy: Cyclic with cosine 

annealing, Warm-up epochs 10, Warm-up type: Linear, Warm-up rate 

10 

−4 , Minimum learning rate 0, Maximum number of epochs 300 

and Batch size 128. After training, the projection head and the con-

trastive loss function were removed and 2048-dimensional feature 

vectors were extracted via average pooling. 

For all models, input images were resized to 224 × 224 pixels and 

normalized using the ImageNet mean and standard deviation. These 

models were also retrained on the expanded dataset including arteries 

and cortical TI tiles, with the number of training epochs reduced to 50 

to accommodate the increased dataset size. 

3.4. Graph classification models

The deep learning architectures employed in this study are Graph 

Neural Networks (GNNs), which generalize classical neural networks to 

graph-structured data. The basic intuition behind GNNs is to iteratively 

aggregate the information of each node from its local neighborhood. 

After 𝑘 iterations, each node embedding captures information from its 

𝑘-hop neighborhood [40].

GNNs can be formally defined in a variety of ways. In this work, we 

adopt the Message Passing Neural Network (MPNN) framework [41], a 

general paradigm for supervised learning on graphs. Let G = (V , E) be 

a graph with node features 𝐗 ∈ R 

𝑑×|V| . The MPNN framework defines 

message passing via a series of iterative updates. At each iteration 𝑘, the 

hidden state of node 𝑢 ∈ V is updated by aggregating messages from its 

neighbors N (𝑢):

𝐡 

(𝑘+1)
𝑢 = UPDATE 

(𝑘) (𝐡(𝑘)𝑢 , AGGREGATE 

(𝑘) (𝐡(𝑘)𝑢 ,∀𝑣 ∈ N (𝑢) 

)) 

= UPDATE 

(𝑘)
( 

𝐡(𝑘)𝑢 ,𝐦(𝑘)
N (𝑢)

) 

. (7) 

where UPDATE and AGGREGATE are arbitrary differentiable functions 

and 𝐦 N (𝑢) 

final node embeddings are given by 𝐳𝑢 = 𝐡(𝐾)
𝑢 . In practice, we simplify 

 

the

update step by adding self-loops to the graphs and folding the UPDATE 

into the AGGREGATE function:

is the aggregated message from N (𝑢). After 𝐾 iterations, the

𝐡 

(𝑘)
𝑢 = AGGREGATE({𝐡 

(𝑘−1)
𝑢 , ∀𝑣 ∈ N (𝑢) ∪ {𝑢}}). (8)

GNNs are employed for a variety of tasks, such as graph classification, 

node classification, link prediction and graph clustering. In this study, 

we focus on graph classification, classifying the entire WSIs via a graph 

representation rather than individual crops extracted from them. For

this purpose, two GNN architectures were used: Graph Convolutional 

Networks (GCNs) [42] and Graph Attention Networks (GATs) [43].

GCNs generalize the convolution operator from grid-structured data 

to graph-structured data. For the aggregation, these models employ a 

symmetric normalization over the degrees of the nodes involved, defined 

as:

𝐦 N (𝑢) = 

∑

𝑣∈N (𝑢)

𝐡 𝑣
√ 

|N (𝑢)||N (𝑣)| 

. (9)

Including self-loops, the layer update becomes:

𝐡 

(𝑘)
𝑢 = 𝜎 

( 

𝐖 

(𝑘)
∑

𝑣∈N (𝑢)∪{𝑢}

𝐡 𝑣
√ 

|N (𝑢)||N (𝑣)| 

) 

, (10)

where 𝜎(⋅) is an activation function. This definition can also be general-

ized to a graph-level equation:

𝐇 

(𝑙) = 𝜎 

(

𝐃̃ 

− 

1
2 𝐀̃ 𝐃̃ 

− 1
2 𝐇 

(𝑙−1) 𝐖 

(𝑙)
) 

, (11)

with
∑

𝐀̃ 

 = 𝐀+𝐈 and 𝐃̃ 

 𝑖𝑖 =
 

|

 

̃
𝑗 𝐴 

 .𝑖𝑗
 

 Here, 𝐇 V(
 

𝑙)
 

∈ R |

 

×𝑑 

 

is the matrix of node

𝐖( ) ∈ R  

(𝑙)×representations at layer 𝑙  

 𝑙,    

𝑑 𝑑 

(𝑙−1) 

is a trainable weight matrix,

and 𝜎(⋅) is ReLU, defined as ReLU(𝑥) = max(0, 𝑥).
However, in spectral-based approaches such as GCNs, the learned 

filters depend on the graph structure, thus limiting their expressivity. 

To improve this, GATs [43] leverage the attention mechanism [44,45] 

to dynamically weight neighbor contributions. For each node 𝑢 ∈ V , 

the aggregated message 𝐦 N (𝑢) 

is computed as a weighted sum of the 

neighbors

𝐦 N (𝑢) = 

∑ 

𝑣∈N (𝑢)
𝛼 𝑢,𝑣𝐡 𝑣 

, (12)

where 𝛼 𝑢,𝑣 is the attention on 𝑣 ∈ N (𝑢). These attention weights are de-

fined in the original GAT paper and can be generalized to the following 

graph-level equation at layer 𝑙:

𝑒 

(𝑙)
𝑢,𝑣 

= LeakyReLU
(

𝐚 

⊤ [

𝐖 

(𝑙) 𝐇 

(𝑙−1)
𝑢 ‖ 𝐖 

(𝑙) 𝐇 

(𝑙−1)
𝑣

]) 

, (13)

𝛼 

(𝑙)
𝑢,𝑣 =

exp 

( 

𝑒(𝑙)𝑢,𝑣
)

∑ 

𝑤∈N (𝑢)∪{𝑢} 

exp 

( 

𝑒(𝑙)𝑢,𝑤
) , (14)

where 𝐚 ∈ R2 (𝑑 𝑙) ( )is a trainable vector, 𝐖 𝑘 ∈ (𝑘) (𝑘−1) 

     

       R 

𝑑 ×𝑑 is a trainable 

matrix, ⋅⊤ denotes transposition and ‖ is the concatenation operation.

The softmax normalization ensures that all attention coefficients for a 

given node 𝑢 sum to 1. Once obtained, the normalized attention co-

efficients are combined to serve as the final output features for every 

node:

𝐇(𝑙)
𝑢 = 𝜎

(

𝛼(𝑙)𝑖𝑗 𝐖 

(𝑙) 𝐇 

(𝑙−1)
𝑣

) 

. (15)

It is also possible to extend the attention mechanism to multiple 

heads, computing 𝐾 independent attention weights 𝛼 𝑢,𝑣,𝑘 

and combining 

the messages:

𝐚 𝑘 = 𝐖 𝑘
∑

𝑣∈N (𝑢)
𝛼 𝑢,𝑣,𝑘h 𝑣 

, (16)

𝐦 N (𝑢) = [𝐚 1 ‖ 𝐚 2 ‖ … ‖ 𝐚 𝐾 ]. (17)

However, GAT employs a static linear transformation before the 

nonlinear attention function, which ranks the attention scores uncon-

ditionally on the query node. GATv2 [46] improves expressiveness by 

modifying the attention mechanism to allow for richer representations 

within the same message-passing paradigm. Specifically, instead of com-
(𝑙) ( )puting 𝑒 by𝑢,𝑣  first applying 𝐖 

𝑙 and then a nonlinear function, GATv2
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places the transformation inside the nonlinearity. 

(
The attention logit 𝑒 𝑘)

𝑢𝑣 

in layer 𝑙 is thus given by:

𝑒 

(𝑙)
𝑢,𝑣 = 𝐚 

⊤ 𝜎 

(

𝐖(𝑙) [ 

𝐇(𝑙−1)
𝑢 ∥ 𝐇 

(𝑙−1)
𝑣

]) 

, (18)

where 𝜎(⋅) may again be chosen as LeakyReLU or another activation. 

This modification allows the node embeddings to interact more flexibly 

(
within the attention function. The normalized coefficients 𝛼 𝑙) 

 and the𝑢,𝑣  

updated node features 𝐇(𝑙)
 follow the same𝑢  softmax-based procedure 

as plain GAT, thus maintaining the same fundamental message-passing 

structure.

The specific graph classification models used in this work are based 

on GCN and GATv2 layers. Four architectures were used for this task: 

Graph-Transformer [30], which had already been applied to WSIs by 

its original authors, and SimpleGCN, DenseGCN and SimpleGAT, which 

were newly designed as part of this work. Below are their general 

characteristics and training hyperparameters.

• Graph-Transformer [30]. Combines a graph convolutional layer with

a Vision Transformer [38]. A graph convolutional layer is followed 

by a pooling operator, specifically the minimum cut pooling operator 

(MinCutPool). The minimum cut of a graph is a partition of its vertices 

into two disjoint subsets that is minimal in some metric. In the case 

of MinCutPool, the goal is to partition the graph into 𝐾 disjoint sub-

sets (also referred to as clusters [47]) by minimizing the number of

inter-cluster edges. A learnable class token is appended to the pooled 

node embeddings, which are then processed by the transformer for 

classification. A diagram of the architecture is shown in Fig. 4a.

The model was trained with AdamW (learning rate 0.001, weight
−8decay  

 0.01, 𝜖 = 10 , 𝛽1 = 0.9, 𝛽2 = 0.999), step decay at epochs 30 

and 100, maximum number of epochs 120 and batch size 8.

• SimpleGCN. Consists of two graph convolutional layers separated

by ReLU activations, followed by an average pooling operator, a 

dropout layer and a linear layer. The output corresponds to the log-

its for each label. A diagram of the architecture is shown in Fig. 4b. 

This architecture is as shallow as possible, motivated by the structure 

of the glomeruli-only graphs, which are fully connected and contain 

a relatively small number of nodes (on average 13). In such cases, 

over-smoothing must be addressed properly. Over-smoothing is de-

fined in [48] as the exponential convergence of suitable similarity 

measures on the node features, i.e., node features of GNNs tend to 

become more similar with the increase of the network depth, result-

ing in the loss of individual expressivity of each node in favor of that 

of the entire graph.

The model was trained with AdamW (learning rate 2.5 × 10 

−4 , 

−8weight decay 0.05, 𝜖 = 10  

 , 𝛽 1 = 0.9, 𝛽 2 = 0.999), step decay at 

epochs 30 and 100, maximum number of epochs 120 and batch size 

16.

• DenseGCN. Consists of three graph convolutional layers separated

by ReLU activations, followed by a MinCutPool operator, a dropout

Fig. 4. Architectures of the graph classification models.
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layer and a linear layer. The output corresponds to the logits for each 

label. A diagram of the architecture is shown in Fig. 4c.

This architecture uses dense graph convolutional layers, in con-

trast to the simple layers in SimpleGCN. Dense layers represent edge 

information using an adjacency matrix, while simple layers use a 

one-dimensional edge index vector, making them more efficient for 

sparse graphs. However, dense layers enable the use of advanced op-

erators such as MinCutPool. This architecture was designed to explore 

a slightly deeper and more expressive model. The model was trained 

with the same hyperparameters as SimpleGCN. 

• SimpleGAT. Consists of two graph attention layers [43], separated

by ReLU activations, followed by an average pooling operator, a 

dropout layer and a linear layer. The GATv2 operator [46] is used in-

stead of plain GAT, allowing each node to attend to any other node. A 

diagram of the architecture is shown in Fig. 4d. As with SimpleGCN, 

the architecture is kept shallow for the same reasons. The model

Table 2 

Performance metrics for the test set for baseline classification models on the WSIs. Each metric was computed from 

the aggregated confusion matrix of all 5 test folds, as they are disjoint sets. The best-performing model according 

to accuracy is highlighted in bold, as well as the highest value across models for each metric.

Classifier Precision Sensitivity Specificity F1-Score Balanced accuracy Accuracy

ConvNeXt 0.6454 0.7547 0.5380 0.6958 0.6463 0.6522

Swin 0.6680 0.6926 0.6165 0.6801 0.6545 0.6566

DeiT 0.6285 0.7322 0.5178 0.6764 0.6250 0.6308

EfficientNet 0.6542 0.6531 0.6154 0.6537 0.6342 0.6353

Fig. 5. ROC curves and average AUCs on the test set across 5 folds for the baseline patch-wise classifiers.

was trained with the same hyperparameters as SimpleGCN and 

DenseGCN.

All models were trained on WSI-graph representations with 

early stopping after 10 epochs of stagnant validation accuracy. 

Hyperparameters were selected via randomized search using the Tune 

framework [49].

For biopsy-level predictions, majority voting was applied across the 

corresponding WSI-level predictions. In case of a tie, the label with the 

highest average predicted probability across WSIs was selected.

4. Results

In this section, we present the performance metrics for the baseline 

classifiers along with their corresponding ROC curves. Additionally, we 

report the performance metrics for different feature extractor and GNN 

classifier combinations, comparing their performance metrics on both
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the full cohort and a controlled mini-dataset (see Supplementary S1 for 

dataset composition and performance metrics). On the mini-dataset, the 

best-performing GNN configuration achieved 83.91 % accuracy, while 

the best baseline reached 70.63 %. However, all primary analyses and 

conclusions in this section refer to the full multi-center dataset. 

The aggregated biopsy-level metrics are also presented for WSI-level 

classifiers. We further evaluate the impact of incorporating multiple 

histological structures into the graph-based models by assessing multi-

compartment graphs constructed using hub-based and edge-weighted 

approaches. The results include a comparison of feature extractor and 

GNN classifier combinations for glomeruli-only graphs, followed by a 

comparative analysis of the best-performing multi-compartment graph 

models. For each configuration, we report the performance metrics and 

ROC curves for the best-performing combinations. 

Finally, we present the results of paired statistical tests, assess-

ing whether multi-compartment graph models significantly improve 

accuracy with respect to glomeruli-only graph classification.

4.1. Baseline classification models

We first assess the performance of patch-wise classifiers trained 

on glomerular crops, using ConvNeXt, Swin, DeiT and EfficientNet 

architectures. These performance metrics are shown in Table 2. These 

metrics are computed from the aggregated confusion matrix of the test 

set for each fold, as they are disjoint sets. Therefore, the whole dataset 

is used to compare models, aiming for a comparison independent of 

the partitions taken. Taking accuracy as the reference metric, the best-

performing classifier is Swin, with a value of 0.6566, closely followed 

by EfficientNet at 0.6353, ConvNeXt at 0.6522, and DeiT at 0.6308. 

In terms of specificity, the best-performing baseline (Swin) reaches 

0.6165, compared with 0.6154 for EfficientNet, 0.5380 for ConvNeXt, 

and 0.5178 for DeiT. These relatively modest values indicate that patch-

wise models have limited ability to confidently exclude AMR cases based 

only on PAS-derived glomerular crops. 

The ROC curves for each baseline model, computed as the inter-

polation of the ROC curves of the test set for each fold, are shown in 

Fig. 5. The average AUC across 5 folds is highest for ConvNeXt (0.7265), 

followed by Swin (0.7079), EfficientNet (0.6955), and DeiT (0.6663).

4.2. Graph classification models

4.2.1. Glomeruli-only graphs 

The performance metrics for the glomeruli-only graph classification 

models on the WSIs are shown in Table 3. These metrics are computed 

from the aggregated confusion matrix of the test set for each fold, as 

they are disjoint sets. Therefore, the whole dataset is used to compare 

models, aiming for a comparison independent of the partitions taken. 

Taking accuracy as the reference metric, the best-performing classifier 

is SimpleGCN, using Swin as a feature extractor to construct the graphs, 

with a value of 0.7100 at the WSI level and 0.7751 at the biopsy level, 

compared to 0.6566 for the best-performing baseline model. Beyond ac-

curacy, glomeruli-only GNNs also improve specificity over the baselines. 

For instance, SimCLR + Graph-Transformer reaches 0.7019 at the WSI 

level, while Swin + SimpleGCN achieves 0.7853 at the biopsy level. This 

indicates that graph-based approaches increase the reliability of ruling 

out AMR when compared to patch-wise classifiers. 

Fig. 6 shows the ROC curve for the best-performing classifier, com-

puted as the interpolation of the ROC curves of the test set for each 

fold, along with the average AUC across 5 folds, with a mean value of 

0.7858 at the WSI level and 0.8472 at the biopsy level. As with the rest of 

metrics, the AUC for the best-performing graph classifier is significantly 

higher compared to the best-performing baseline model, with a value of 

0.7079. Unlike the previous experiments conducted on the mini-dataset, 

where ROC curve steepness was attributed to reduced sample size, these 

ROC curves are now smoother, benefiting from the larger dataset. The 

aggregated biopsy-level ROC curve, however, remains steeper, reflecting 

the reduced sample size at this level.
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Fig. 6. ROC curves and average AUCs on the test set across 5 folds for the best-

performing glomeruli-only graph model (Swin + SimpleGCN).

4.2.2. Multi-compartment graphs 

To assess the impact of incorporating arteries and cortical TI tiles, 

both hub-based and edge-weighted graph construction techniques were 

evaluated for graphs comprising 1) glomeruli, arteries and cortical TI 

tiles; 2) glomeruli and arteries; and 3) glomeruli and cortical TI tiles. 

Table 4 compares the performance of the best-performing combina-

tion of feature extractor, GNN classifier and graph construction approach 

for each multi-compartment graph, according to WSI-level accuracy. The 

best model configuration for graphs comprising glomeruli and cortical 

TI tiles reaches the higher accuracy, with a value of 0.8697 for the WSI 

level, which represents an increase of 0.1597 with respect to the best 

model configuration with glomeruli-only graphs. For the biopsy level, 

the model achieves a slightly higher accuracy, with a value of 0.8953, 

compared to 0.7751 for the glomeruli-only model. This configuration 

corresponds to DenseGCN, using Swin Transformer as feature extrac-

tor and an edge-weighted approach (𝛼 = 0.3) to construct the graphs. 

Moreover, this multi-compartment model further enhances specificity, 

reaching values of 0.8556 at the WSI level and 0.8870 at the biopsy level, 

compared to 0.6811 and 0.7853 for the glomeruli-only model. 

The experiment with graphs comprising glomeruli and arteries also 

exhibits a notable improvement, achieving an accuracy of 0.8561 at 

the WSI level and 0.8630 at the biopsy level, when using SimpleGCN 

with Swin Transformer as feature extractor and a hub-based graph con-

struction approach (𝑘 = 3). The full combination of glomeruli, arteries 

and cortical TI tiles also performs slightly better than its glomeruli-only 

counterpart, with an accuracy of 0.7325 at the WSI level and 0.7762 at the 

biopsy level, when using SimCLR, SimpleGCN and a hub-based approach 

(𝑘 = 2). However, this performance falls far behind that of the best 

model configurations for graphs comprising only glomeruli and arteries 

or glomeruli and cortical TI tiles. This might be due to the increased com-

plexity introduced by combining arteries and cortical TI tiles, which can 

dilute the discriminative signal of glomeruli when the feature extractor 

or GNN architecture is less able to effectively integrate multiple tissue 

compartments along with glomeruli. 

The ROC curves for the best-performing multi-compartment models 

are shown in Fig. 7. The AUC for each of the best model configura-

tions also reflects the previously mentioned behavior, with the highest 

value of 0.9001 for graphs comprising only glomeruli and cortical TI 

tiles, followed by values of 0.8996 for graphs comprising only glomeruli 

and arteries and 0.7996 when combining all tissue compartments. At 

the biopsy level, the same pattern is observed, with corresponding AUC 

values of 0.9241, 0.9230 and 0.8559, respectively. 

The performance metrics and ROC curves for all other feature extrac-

tor and GNN classifier combinations, grouped by graph composition and
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Fig. 7. ROC curves and average AUCs on the test set across 5 folds of the best-performing multi-compartment models for different graph compositions.

Table 5 

Statistical paired tests comparing WSI-level classification accuracy for each enriched graph composition with glomeruli-only graphs.

Graph composition Graph construction

approach

Feature

extractor

Shapiro–Wilk

p-value

Test used Test statistic p-value Effect size

(Cohen’s d)

Glomeruli + Arteries Hub-based Swin 0.954 Paired t-test 58.04 <0.001 16.75

MAE 0.419 Paired t-test −5.15 <0.001 −1.49
SimCLR 0.204 Paired t-test 3.52 0.005 1.02

Edge-weighted Swin 0.145 Paired t-test 62.35 <0.001 20.78

MAE 0.298 Paired t-test −7.17 <0.001 −2.39
SimCLR 0.483 Paired t-test 2.47 0.039 0.82

Glomeruli + Cortical TI

tiles

Hub-based Swin 0.318 Paired t-test 71.28 <0.001 20.58

MAE 0.488 Paired t-test −9.47 <0.001 −2.73
SimCLR 0.001 Wilcoxon signed-rank test 4.00 0.003 1.53

Edge-weighted Swin 0.002 Wilcoxon signed-rank test 0.00 0.004 24.37

MAE 0.029 Wilcoxon signed-rank test 0.00 0.004 −3.50
SimCLR 0.244 Paired t-test 4.06 0.004 1.35

Glomeruli + Arteries +
Cortical TI tiles

Hub-based Swin 0.775 Paired t-test −5.70 <0.001 −1.64
MAE 0.499 Paired t-test −11.63 <0.001 −3.36
SimCLR <0.001 Wilcoxon signed-rank test 4.00 0.003 1.51

Edge-weighted Swin 0.176 Paired t-test −2.97 0.018 −0.99
MAE 0.885 Paired t-test −13.09 <0.001 −4.36
SimCLR 0.278 Paired t-test 3.62 0.007 1.21

construction approach, are provided in Supplementary S2. Confusion 

matrices for the best-performing model configurations are provided in 

Supplementary S3.

4.3. Statistical paired tests for multi-compartment graphs

We conducted paired statistical tests to assess whether adding arter-

ies and/or cortical TI tiles to glomeruli-only graphs significantly affects 

classification accuracy. Based on Shapiro–Wilk normality results, we 

applied paired t-tests or Wilcoxon signed-rank tests accordingly. Full 

results are reported in Table 5. Tests were applied per feature extractor 

and graph construction method.

WSI-level accuracy trends are summarized in Fig. 8, which illustrate 

the effects of graph composition and construction strategy across fea-

ture extractors. Incorporating arterial crops produced consistent trends 

across both hub-based and edge-weighted graphs: Swin significantly 

improved, MAE significantly declined, and SimCLR showed a signifi-

cant accuracy gain. Adding cortical TI tiles instead of arteries resulted 

in the same directional trends for each extractor across both construction 

strategies. When both arterial and cortical TI tiles were added simulta-

neously, Swin and MAE consistently experienced accuracy drops, while 

SimCLR again showed consistent improvement, regardless of the graph 

construction method.

5. Discussion

Our study demonstrates that graph-based methods outperform tradi-

tional patch-wise CNN and transformer-based classifiers in binary AMR

diagnosis using PAS-stained WSIs. The best-performing glomeruli-only 

graph-based model achieved a 5.34 % accuracy gain over the best patch-

wise model. At the biopsy level, where predictions from multiple WSIs 

are aggregated, this gain rose to 11.85 %, highlighting how patient-

level assessment can mitigate inconsistencies from individual WSIs. This 

superior performance suggests that graph-based tissue representation ef-

fectively captures spatial context and inter-compartment relationships, 

which are often overlooked by patch-wise models that treat each patch 

as an isolated region.

Beyond overall accuracy, a clinically relevant advantage of these 

models lies in their high true negative rates. The best-performing multi-

compartment GNN achieves a specificity of 85.56 % at the WSI level and 

88.70 % at the biopsy level, compared with 61.65 % for the best patch-

wise baseline (Δ = +27.05 %). These results suggest that graph-based 

integration of PAS-derived structures can materially increase the confi-

dence to exclude AMR at the initial PAS-screening stage. Confirmatory 

tests such as C4d immunostaining and DSA assays are resource- and 

time-intensive, but remain indispensable when AMR cannot be confi-

dently excluded from PAS findings alone. By raising specificity, our 

PAS-only models could provide practical value by reducing the need for 

these additional tests in clearly negative cases, simplifying the diagnostic 

process and lowering costs.

While these gains are clinically promising, it is also important to 

consider how dataset composition influences model performance. As 

shown in Supplementary S1, all models performed better on the mini-

dataset, likely due to its homogeneity, as it comprises micrographs from 

a single center and lacks adversarial samples such as accommodation,
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Fig. 8. Box plots of WSI-level accuracy values for the different graph compositions and construction approaches, and feature extractors.

transmitted, recurrent and de novo diseases. This reduced variability sim-

plifies the classification task. However, robust performance on such a 

limited dataset does not guarantee similar results when applied to more 

complex, multi-center datasets [50]. These results underscore the im-

portance of evaluating models on diverse datasets to ensure clinical 

applicability.

Our dataset already spans four independent institutions, which 

strengthens robustness across centers. However, we did not have access 

to additional data beyond this cohort. We therefore relied on stratified 

five-fold cross-validation, where each fold included a fully unseen test 

set, to provide unbiased estimates of generalization. Prospective valida-

tion on an independent cohort would further confirm robustness, but is 

beyond the scope of the present study given current data availability.

Beyond dataset variability, the selection and combination of tissue 

compartments also play a decisive role in shaping performance. The 

best-performing multi-compartment graph compositions (glomeruli and 

arteries, and glomeruli and cortical TI tiles) using Swin as the feature 

extractor, show a 14–15 % WSI-level accuracy gain over glomeruli-only 

graphs, resulting in an accuracy of 86.97 %, with a value of 89.53 % 

at the biopsy level. However, when all three structures are combined, 

the best-performing model configuration (using SimCLR as the feature 

extractor) achieves a more modest 2.25 % increase in WSI-level ac-

curacy compared to glomeruli-only graphs. Moreover, GNN classifiers 

that use Swin-extracted features perform worse with all three struc-

tures than their glomeruli-only counterparts. This reflects a complex 

interplay between the number of different tissue compartments and the 

specific feature extractor used to compose the graphs. Swin benefits 

considerably from the addition of a single compartment, whereas MAE 

generally deteriorates with any added structure and SimCLR handles the

full combination better but without large gains relative to simpler graph 

configurations.

These large accuracy variations likely stem from how each feature 

extractor manages the increased embedding space complexity when 

multiple tissue compartments are introduced. Specifically, the Swin 

model, which was re-trained under a multi-label classification approach 

to distinguish among artery, cortex and glomerulus for both AMR and 

non-AMR diagnoses, appears to prioritize compartment-level distinc-

tive features over the AMR diagnosis. When all three structures are 

combined, this increased structural diversity may dilute the more rel-

evant AMR-related features. As both spectral and non-spectral GNNs 

can be approximated as solving a graph denoising problem [51,52], 

the increased tissue heterogeneity might introduce noise in the graph 

signal, complicating the implicit denoising and making it harder for 

GNNs to focus on AMR-specific features. Conversely, SimCLR may better 

integrate the full graph composition, although with only modest per-

formance gains. MAE performs consistently worse, possibly due to its 

reconstruction-based pretraining being less effective at distinguishing 

AMR from non-AMR within multiple tissue compartments. While the 

supervised Swin model achieved the strongest results in this study, its 

dependence on labeled data may reduce transferability across cohorts 

compared with self-supervised or multimodal approaches, which limits 

scalability. Overall, these differences underscore the impact of feature 

choice on performance in multi-compartment graphs.

Our comparison of multi-compartment graph construction tech-

niques indicates that neither the hub-based nor the edge-weighted 

approach consistently outperforms the other across different configu-

rations. For graphs comprising glomeruli and arteries, as well as those 

including all three structures, the best-performing models use hub-based
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graphs. In contrast, for graphs composed of glomeruli and cortical TI 

tiles, the best-performing configuration, which also achieves the best 

overall accuracy across all experiments, employs edge-weighted graphs. 

The same patterns are reflected at the biopsy level, suggesting that the 

effectiveness of a graph construction technique depends on the spe-

cific tissue compartments included. Further investigation is needed to 

determine how construction strategies can be tuned to balance contex-

tual integration with noise reduction when combining heterogeneous 

compartments in AMR diagnosis.

Alongside graph construction strategies, scalability represents an-

other practical consideration when deploying these models. While graph 

sizes in our dataset remained manageable (on the order of 70–80 nodes 

per WSI), scaling to larger cohorts or incorporating additional compart-

ments would increase both node counts and edge density. This growth 

could raise GPU memory demands and training times, since message 

passing scales with the number of edges. Our current design mitigates 

this partly by reducing crop dimensionality before graph construction 

and by focusing on compartment-level nodes instead of exhaustive tiling, 

which limits graph size compared to patch-based approaches. However, 

scalability remains a potential limitation, and handling larger, denser 

graphs may require pooling, sampling or sparsification strategies in 

future work.

Beyond such technical concerns, patient-level biological variability 

further complicates the challenge of robust AMR diagnosis. For example, 

one individual could exhibit AMR through vascular lesions, e.g., inti-

mal arteritis, while another’s AMR presentation might be predominantly 

glomerular. This patient-to-patient variability in the relevance of each 

tissue compartment for AMR diagnosis helps explain why adding arter-

ies or cortex to glomerular graphs may greatly enhance classification 

accuracy for certain WSIs but act as noise in others. Furthermore, other 

criteria such as C4d staining of PTCs and medullary vasa recta or evi-

dence of DSAs, both of which are not evident in light microscopy images, 

can also be the determining factors. Therefore, two graphs with the same 

morphological features could correspond to different diagnoses, which 

also increases the complexity when training the classifiers. Another lim-

itation of our study is the absence of patient-level clinical metadata such 

as DSA status or comorbid allograft diseases, which were not available 

in the anonymized dataset. This precludes subgroup analyses but can 

also be viewed as an advantage for scalability: our pipeline requires 

only raw WSIs and biopsy-level labels, making it broadly applicable 

to larger cohorts where detailed clinical data may not be consistently 

available.

At the biopsy level, aggregating multiple WSIs reduces the impact 

of individually misclassified slides, leading to overall higher classifica-

tion performance. This performance gap between WSI- and biopsy-level 

predictions likely reflects the focal nature of some allograft pathologies, 

where not every WSI from a biopsy necessarily contains the diagnos-

tic features of AMR. In such cases, biopsy-level aggregation provides a 

more reliable representation of the disease than any single WSI, making 

biopsy-level assessments more clinically useful by mitigating variability 

from WSI-level misclassifications.

6. Conclusion

This study demonstrates the advantages of graph-based models for 

AMR diagnosis using PAS-stained WSIs. By representing WSIs as graphs, 

GNNs capture spatial relationships and inter-compartment interactions, 

leading to improved performance. The best glomeruli-only graph model 

outperformed the strongest patch-wise classifier by 5.34 % in accuracy. 

Incorporating arteries and cortical tiles further improved classifica-

tion, reaching accuracies of 86.97 % at the WSI level and 89.53 % 

at the biopsy level (a 21.31 % gain over baseline on a challenging 

multi-institutional dataset).

The entire pipeline is fully automated, combining deep learning-

based segmentation, feature extraction and classification. This design 

enables scalable deployment on large WSI repositories with minimal

expert input, making it suitable for cost-effective, reproducible decision 

support in routine pathology workflows.

Despite these improvements, AMR diagnosis remains inherently com-

plex, particularly when relying solely on PAS-stained sections. Identical 

PAS-stained WSIs can correspond to different diagnoses depending 

on complementary information, such as C4d staining or DSAs, which 

are absent in PAS-stained images. Additionally, performance variabil-

ity across different feature extraction methods and graph construction 

choices highlights the challenge of designing an optimal computational 

approach.

These findings emphasize the need for refined, domain-informed 

feature extraction techniques, as well as multimodal strategies that in-

tegrate complementary histological and immunogenetic data. Future 

work should also explore novel algorithmic approaches tailored to 

nephropathology to build upon the translational foundation established 

here. By incorporating spatial context and structural information, graph-

based methods already provide reliable and scalable decision support 

for AMR diagnosis. Looking forward, external validation on indepen-

dent cohorts and integration with patient-level clinical metadata will be 

essential to ensure broader robustness and clinical utility.

Appendix A. Supplementary data

Supplementary data to this article can be found online at doi: 10. 

1016/j.csbj.2025.10.005.
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